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Course Organization

o Grading

o 50% Presentation
o 50% Project
o No attendance requirement? &
o No attendance requirement @
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Course Organization

o Presentation

o All students are divided into groups of two or three.
o Each group needs to present a paper from the list.

o After finding your team members, drop me an email with the following
information:

o Team Members’ names, matriculation numbers.
o Top 3 paper from the list that you want to do presenetation.
o No Lecture Next Week

o You can do your project during the semester or during the semester
break :-)
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Course Organization

o Presentation Format

o ~30 min for paper presentation
o ~10 min for Q&A
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Course Organization

o Project Submissions

o Main Submission: Paper-like Project Report
o Code

o Possible Project Types

o Experimental Reimplementation of the paper
o Original Idea
o Please talk with me before starting your project
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Introduction

Before you begin reading and implementing the project, it is helpful to understand the
following concepts:

o Self-Consistency (SC)

o LLM-as-a-Judge

o Outcome Reward Model (ORM)

o Process Reward Model (PRM)
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Introduction

o Suppose the following scenario:

o You slept through your entire math courses, and now

o you’re in a Math Exam facing the Question:
o 3Xx—-15=6,x=7?

o You have no idea how to solve it, but luckily, you can use ChatGPT.

o You ask ChatGPT, “Hey, solve this question for me.”

o The problem is: how can you be sure that ChatGPT’s answer is correct?
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Introduction

o To help guarantee the correct answer, you decide to use

o Self-Consistency (SC)
o Sample the same question multiple times

o Take the majority vote across all the answers

o Question: 3x — 15 =6, x = ? (Answer x=7)

@ \ et Maijority Vote R

ChatGPT
X=7
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Introduction

o To help guarantee the correct answer, you decide to use

o LLM-as-a-Judge
o Use LLM to score/rank/judge the outputs of another LLM

o Question: 3x — 15 =6, x = ? (Answer x=7)

@ —— > X=6 ——» @ 7 X=7
ChatGPT \
X=7 Judge Model (could also be

ChatGPT)
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Introduction

o Outcome Reward Model (ORM):

o An Outcome Reward Model (ORM) is a model that evaluates and assigns a reward based
only on the final output or result of a task, without considering the intermediate steps
taken to reach that result.

o Question: 3x-15=6,x="7?

@ B Step1:3x=15+6 E) Step2:3x=21 E) Step3:x=7

ChatGPT

Well, | don'’t care the correctness of reasoning steps. | will only judge if the final answer is correct.
Output: Yes

Outcome Reward Model
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Introduction

o Process Reward Model(PRM)

o AProcess Reward Model (PRM) is a model that evaluates and assigns rewards to the
intermediate steps in a solution process, assessing the quality and correctness of the
reasoning or actions at each stage.

o Question: 3x-15=6,x="7?

@ B Step1:3x=15+6 E) Step2:3x=21 E) Step3:x=7

ChatGPT Model

Well, | don’t care the correctness of reasoning steps. | will only verify if the final answer is correct.
Output: Yes

Outcome Reward Model

Well, I'll verify whether every reasoning step is correct.
Output: Step 1: Yes. Step 2: Yes. Step 3: Yes.

Process Reward Model
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Question The first term of an arithmetic sequence is 18. The sum of the first six terms of the sequence is equal to the sum of the first
seven terms. Show that the sum of the first 13 terms of the sequence is 0 and calculate the 13th term of the sequence.
<O | Step 1: Let the common difference of the arithmetic sequence be d. MATH-SHEPHERD: 0.99.
QQS" Step 2: The sum of the first six terms of the sequence is 18 + (18 + d) + (18 + 2d) + (18 + 3d) + (18 + 4d) +
¥ (18 + 5d) = 108 + 30d. MATH-SHEPHERD: 0.85.
& ]
» Step 6: Therefore, d = —3. MATH-SHEPHERD: 0.85.
Step 8: The 13th term of the sequence is 18 — 36 = —18. MATH-SHEPHERD: 0.93. ORM Score: 0.73.
Step 1: Let the common difference of the arithmetic sequence be d. MATH-SHEPHERD: (.99,
Step 2: The sum of the first six terms is 18 + (18 + d) + (18 + 2d) + (18 + 3d) + (18 + 4d) + (18 + 5d) =
Q_\,\\ 90 + 15d. MATH-SHEPHERD: 0.53.
o

......

Step 9: The 13th term of the sequence is 18 — 26 = —8. MATH-SHEPHERD: 0.38. ORM Score: 0.84,

An Example of ORM and Discriminative PRM
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Question The first term of an arithmetic sequence is 18. The sum of the first six terms of the sequence is equal to the sum of the first
seven terms. Show that the sum of the first 13 terms of the sequence is 0 and calculate the 13th term of the sequence.
<® | Step 1: Let the common difference of the arithmetic sequence be d. MATH-SHEPHERD: (.99.
@23’ Step 2: The sum of the first six terms of the sequence is 18 + (18 + d) + (18 4+ 2d) + (18 + 3d) + (18 + 4d) +
& (18 + 5d) = 108 + 30d. MATH-SHEPHERD: 0.85.
& ]
» Step 6: Therefore, d = —3. MATH-SHEPHERD: 0.85.
Step 8: The 13th term of the sequence is 18 — 36 = —18. MATH-SHEPHERD: 0.93. ORM Score: 0.73.
Step 1: Let the common difference of the arithmetic sequence be d. MATH-SHEPHERD: (.99.
Step 2: The sum of the first six terms is 18 4 (18 + d) + (18 + 2d) + (18 + 3d) + (18 4 4d) + (18 + 5d) =
q_\q\ 90 + 15d. MATH-SHEPHERD: 0.53.
Q

Step 9: The 13th term of the sequence is 18 — 26 = —8. MATH-SHEPHERD: 0.38. ORM Score: (.84,

o Here we saw the example of Discriminative PRM (Math-Shepherd),

which assigns a score or label to each intermediate step;

o Why don’t we let the PRM explain its own decisions?

o -> From Discriminative PRMs to Generative PRMs
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Introduction

o Question: 3x-15=6,x="7?

@ B Step1:3x=15+6 E) Step2:3x=21 B) Step 3:x=7

ChatGPT Model

Well, | don’t care the correctness of reasoning steps. | will only verify if the final answer is correct.
Output: Yes

Outcome Reward Model

Well, I'll verify whether every reasoning step is correct.
Output: Step 1: Yes. Step 2: Yes. Step 3: Yes.

Discriminative PRM
Step 1: This step is correct because...... So label is {Yes}.
@ Step 2: This step is correct because...... So label is {Yes}.
Step 3: This step is correct because...... So label is {Yes}.
Generative PRM
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Example of Generative PRM

Problem: Find the area in square feet of a square with a perimeter of 32ft.

Solution:

Step 1: A square has four equal sides, so the perimeter is four times the length of one side.

Step 2: I can write an equation to relate the perimeter and the side length: 4s = 32, where s is the side
length in feet.

Step 3: To solve for s, I can divide both sides by 4: s = 32/4 = 8.

Step 4: Now I know the side length of the square is 8 feet.

Step 5: The area of a square is the side length squared, so the area is s2 = 82 = 64.

Step 6: The area is in square feet, so the units are ft2.

Step 7: The answer is 64 fi2

<think>
Alright, let’s verify step by step the solution provided for finding the area of a square with a perimeter
of 32 feet.

Step 1: “A square has four equal sides, so the perimeter is four times the length of one side.”
Critique: This statement is accurate. A square indeed has four sides of equal length, and the perimeter
is the sum of all sides. Therefore, perimeter (P) equals 4 times the side length (s), or P = 4s.

The step is \\boxed{correct}

Step 2: “I can write an equation to relate the perimeter and the side length: 4s = 32, where s is the side
length in feet.”

Critique: Given that the perimeter is 32 feet, setting up the equation 4s = 32 is correct. It properly
represents the relationship between the perimeter and the side length of the square.

The step is \ \ boxed{correct}

Step 3: “To solve for s, I can divide both sides by 4: s =32/4 =8."

Critique: This step correctly solves for s by dividing both sides of the equation by 4. The calculation 32
divided by 4 equals 8 is accurate.

The step is \ \ boxed{correct}

Step 4: “Now | know the side length of the square is 8 feet.”
Critique: Based on the previous step, s = 8 feet, which is correctly stated here.
The step is \ \boxed{correct}

Step 5: “The area of a square is the side length squared, so the area is s? = §2 = 64.”

Critique: The formula for the area of a square is indeed s squared. Calculating 8 squared equals 64 is
correct.

The step is \ \boxed{correct}

Step 6: “The area is in square feet, so the units are ft2.”

Critique: Since the side length is in feet, the area will be in square feet (ft?). This is the correct unit for
area.

The step is \ \boxed{correct}

Step 7: “The answer is 64 ft*”

Critique: This is the final answer, correctly stating the area as 64 square feet.
The step is \\boxed{correct}

</think>

Is the solution correct? Yes
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When you read the paper regarding PRM, try to keep in mind e.g.,:

Is the method discriminative or generative?

How is the correctness of intermediate steps estimated?

Can generative PRMs generate code instead of natural language to verify the correctness?

How did they obtain the training data for PRMs?
« Was it manually annotated,
« or was it generated through some form of data synthesis?
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* Do | have to do a project related to the paper | presented?
* Not necessarily. You are welcome to implement any idea related to
PRMSs, or even explore other verification models.

« Can you show us what we can do for the project?
« There are several possible directions.
« For example, you could design different estimation methods.
* Or You could also collect reasoning paths, manually annotate them
with your teammate, and then fine-tune a model on those annotations.

« We don’t have enough computation resources.

« Neither do I.

* Try implementing your idea on a very small LLM, such as a 0.8B
model. You are welcome to use LoRA or any other parameter-efficient
fine-tuning method.

« What matters most is that you have a clear idea you want to explore,
regardless of whether the performance improves.
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reasoning. arXiv preprint arXiv:2311.09724, 2023a.
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Annotations](https://aclanthology.org/2024.acl-long.510/) (Wang et al., ACL 2024)
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Xiu Li, and Bowen Zhou. 2025. Genprm: Scaling test-time compute of process reward models via
generative reasoning. Preprint, arXiv:2504.00891.
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o [Beyond the First Error: Process Reward Models for Reflective Mathematical
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